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0. Introduction

Linguists interested in exploring the variation and distribution of linguistic phenomena among the languages of the world face a complex problem of selection. The total number of languages currently spoken in the world is estimated at around 7000.
 This number is far too large to be taken into consideration by any research project that aims at anything more than the most superficial types of observations. As in other cases where a population is too large to be studied in full, one has to restrict oneself to a small but representative subset by taking a sample. However, there are a number of complications which prevent a linguist from applying a random selection procedure and stratifying her sample for parameters known to interact with the research variables, as is general practice in many domains of empirical research. The most outstanding problem is that for about two thirds of the existing languages, no grammar or even a grammatical sketch is currently available. And not surprisingly, precisely most of these languages, often spoken in isolated areas of the world and belonging to underinvestigated language groups and which potentially harbour unique features, are on the brink of extinction. It may be expected that up to 85% of these languages will have disappeared before the end of this century.
 Because of this bibliographical gap, the representativeness of any sample drawn from the total collection is threatened by the lack of data for a large and rather specific subset of the population from which it is drawn. A major side effect of this, and of the lack of typological data in general is that we simply do not know enough about the interaction between the host of linguistic variables in order to determine what would be the right stratification parameters in the first place.

A second, somewhat more theoretical point is whether the extant languages are indeed the population that we want to study and describe. Although 7000 languages is a vast amount, it is only a fraction of the languages that have ever been spoken. The vast majority of these have either gone extinct or have become another language due to internal diachronic processes and language contact. A very rough estimate of their number may be made as follows. Let us conservatively locate the starting point of modern human language at the Homo sapiens' Great Leap Forward some 40,000 years ago, and follow Nettle (1999a:100f) in assuming that there were an average of around 6000 languages spoken ever since till the present day. In other words, that extinction, divergence and convergence have kept each other more or less in balance over time. When we stipulate furthermore that a language changes every 1000 years to the extent that we may conceive of it as a 'new' language, then a rough estimate of 233,000 languages have disappeared in the haze of time.
 Indeed, of only very few of these do we possess any trace at all. In his classification of the languages of the world, Ruhlen (1991) lists a mere 479 extinct languages, 10% of his list of 5273. Thus, if we take the around 240,000 extinct and extant languages as the overall population studied by language typology, then the database of linguistics is fundamentally restricted to a sample of under 3% from the outset. And since this sample is diachronically and culturally biased by the fact that more than 90% of these languages are spoken in today's world this immediately poses the question of how representative the extant languages are for human language in general. This is relevant both for the establishment of language universals and value hierarchies and for research into language variation and constraints on it. An answer to the question of representativeness can only be very tentative. For some restricted linguistic areas, i.e. those where writing systems have been available for a considerable amount of time we can go back a maximum of 4 or 5 language generations in order to see whether 5000 years ago languages were the way they are now. There is no reason to conclude that for these cases anything fundamental has changed. In the face of this historical linguists often adopt the principle of Uniformitarianism (cf. Lass 1997:24f), which extends this conclusion to the whole era of human language. Under this assumption, our 7500 sample of known languages may serve as a reasonable representative for the 240,000 or so languages that were ever spoken, and as a basis for inferences about human language in general. This is not to say that this sample contains all the variety that has ever been present in human language. There are phenomena which are restricted to only one language family or one area in the world. E.g. if it were not for the Khoisan languages no linguist would ever have put clicks on the overall inventory of phonemes. The situation is even worse when we consider the possible combinations of values for linguistic variables. For the around 12 variables discussed in most post-Greenbergian work on basic constituent order in the clause and the noun phrase, the number of possible value combinations is in fact higher than the number of extant languages. And although only a small subset of these patterns have actually been attested sofar, leading to some of the well-known order universals, it seems to be very speculative to make any prediction about the unknown languages of the remote past, or those of the future. The scope of glottochronology, the historical linguist’s most often applied tool, does not bring us beyond a couple of thousand years and is of little merit for deeper probings (Trask 1996:365). In fact, linguistics in many respects has a harder job at reconstructing language evolution than biology has in reconstructing the origin of species. The fossil record goes back only a few thousand years. Random change in languages through imperfect learning and its propagation among the speech community do not take place at a more or less equal pace the effect of which might be averaged out over time. The success of new varieties is highly influenced by sociological factors such as in-group processes and language contact. Furthermore, languages are complex systems in which the elements are not independent of each other. Thus, a change in one domain may set in motion a number of other changes (McMahon & McMahon 2000:70).

For most purposes, we must consider the 7500 known, extant or extinct languages as our overall population for typological studies, without the illusion that we will ever have hard data on the invisible 97%. In an even more practical sense, only those languages will qualify for which we have a more or less reliable description of the relevant research parameters. This may bring the set from which to draw a sample down to only several hundreds of languages, or sometimes even less. The maximum we might get out of a sample is a fair idea about what is possible in the languages of the world, though not a very reliable idea about what is not possible. And even more care should be taken when extending any conclusions to language in the more abstract sense.

But even if we restrict our attention to the extant languages, our selection problem is not solved by far. There are several further issues which affect a language sampling procedure. One major point is that there is no such thing as an all-purpose typological sample. Different kinds of research questions call for different sampling strategies and sample sizes. This issue is at stake in section 1. Apart from the considerable gap in the data noted earlier, there are other types of bias which threaten the reliability of a sample in the face of specific research questions. In section 2 we will have a look at the most important of these. Section 3 presents an overview of some of the approaches to sampling that have been proposed to overcome such biases. Finally, in section 4, we will discuss a generalized sampling technique which is meant to determine the size and extension of a language sample for any explorative type of research. Section 5 draws some conclusions.

Once one has decided on the set of languages which will be the sample for a research project, the actual data collecting will start. This article ends with a short note on this topic.

1. Types of samples and sample size

Two fundamentally different classes of typological questions may be distinguished, each requiring their specific type of sample. The first class of questions are concerned with the probability that a language is of a specific type. E.g. we may want to establish what the chance is for a language to be postpositional, prepositional, or neither. In order to find out about the real preferences among these three types we will want only (and preferably also all) independent cases in our sample. Thus, the fact that both Spanish and French have prepositions rather than postpositions is due to the fact that both inherited the majority of their adpositions from Latin, and represent therefore only one instance of prepositionality.
 In general, in a sample one would want only one language from a group of languages that share both the relevant feature and have a common ancestor, provided that this ancestor also had the feature under consideration and did not itself inherit it from one of its ancestors. In the latter case the group of languages to be excluded will be even larger. On the other hand, we can not always be sure that common traits in genetically related languages are indeed cognates, and stem from a common ancestor. Croft (1990:23) mentions the case of the reflexive middle voice in Slavic languages such as Russian and Czech on the one hand and in Romance languages such as Spanish and Portuguese on the other hand. There is good evidence for an independent development of this construction in both subgroups of Indo-European. So, we have to control our sample for genetic relationships at the right historical level. Another cause of sharing may be areal, as in a Sprachbund, where languages as a result of contact and bilinguality all acquired some feature, possibly even absent from any of the original languages. Obviously, the amount of restriction one would like to exert on a sample depends heavily upon the relative stability of the linguistic variable in question. For instance, head-dependent marking (Nichols 1992) appears to be a rather conservative parameter of language in the sense that it is highly resistant to internal change as well as change due to language contact. Constituent order, on the other hand, is less stable, as witnessed by the variation in basic and alternative orders among the Indo-European languages of Europe (cf. Siewierska et al. 1998). In general terms, a sample for this type of research, called a probability sample in Rijkhoff et al (1993) will be relatively small in size, typically between 50 and 200 languages, and will vary with what is known beforehand about the range of values for the relevant linguistic variables and their stability.
 This is the preferred type of sample if one wants to apply conclusions drawn from the sample directly to the population in terms of the distribution of the phenomena observed. The sampling strategies proposed by Bell (1978), Perkins (1980, 1989) and Dryer (1989) all seem to strive for optimal independence of the languages that are selected. They will be discussed in section 3.


A fundamentally different situation arises when linguistic variables are explored about which not much is known in advance. In such cases, it is precisely the variation among the values for the respective variables that we want to know. For such explorative research we need a variety sample rather than a probability sample. In this type of sample the likelihood is optimized that different values for the research variable will be attested.  Typically, such a sample is built up in several stages. By lack of any clue as to what factors determine the variation in the relevant variables, an initial sample is established which maximizes the genetic or typological diversity of the languages in the sample. Languages are assigned by experts to different language families or types precisely on the basis of their differentiation on certain parameters. Therefore there is a reasonable chance that they will also exhibit some degree of variation on the research variable. In case the diversity in an initial sample turns out to be large, with relatively many unique cases, one might extend it under the same constraints of genetic or typological distance, in order to find  relatively rare, as yet undetected values. The extension procedure may stop when no new values are found. Whereas probability samples tend to be relatively small, and can in fact even be too large for their purpose, variety samples tend to be large, and typically contain many hundreds of languages. In fact, they can never be too large, provided that they are not used to answer research questions belonging to the probability class. To give an example, the majority of the samples on which the 142 maps in the WALS atlas (Haspelmath et al. 2005) are based are of the variety type. The average size of all these samples, which overall draw on a remarkably large subset of 2558 of the world's languages is 417, while 39 samples consist of over 500 languages. The DV sampling technique to be discussed in section 4 generates samples of the variety type of any user determined size above a certain minimum.


Thus, both size and selection criteria will be different for the two types of samples. There is an independent factor which should be taken into consideration when determining the number of languages to be selected, especially in the case of variety samples. It is the number of values to be expected for the research variables and their relative distributions. E.g. for binary valued variables such as ‘presence or absence of a passive construction’ a relatively small, well-chosen sample of, say 50 to75 languages, may be good enough for a reliable impression. However, the situation is different for a variable such as ‘Gender distinctions on independent personal pronouns’. This variable has six different values in Siewierska (2005), some of which are relatively rare, as shown in Table 1.

	Alignment type
	Number of languages
	Percentage

	No distinctions
	254
	67.2

	Only 3SG
	61
	16.1

	Only 3
	42
	11.1

	3 + 2 and/or 1
	18
	4.8

	1+2, not 3
	2
	0.5

	Only 3PL
	1
	0.3

	T O T A L
	378
	


Table 1. Distribution of alignment of verbal person markers

Two languages have gender distinction on first and second person but not on third. Both are from the genus Southern Cushitic. And there is only one language in 378, Dagare from West-Africa which has gender distinction in 3rd plural. In order to find a representative of such rare cases, a sample of several hundreds of languages is needed. And the size should even increase if more than one variable is involved, and we are interested in the possible combinations of the values. 


There is a limited set of typological questions for which a purely random sample suffices, provided that it is big enough in the light of the general requirements of representativeness for such samples. Obviously, this is the case for all research parameters which are not (directly) related to genetic affiliation or to areal considerations, and for variables which are highly unstable and show a high level of variation. Apart from that, we may simply be interested in the distribution of linguistic phenomena in their own right, and consider each language as a case on its own. E.g. in order to find out about the relative stability of certain parameters, a first impression may be gained precisely from a sample in which the respective genetic groups are represented proportionally, which will be the case in a relatively large random sample.


It goes without saying that in all cases, the construction of a sample should follow the precise formulation of the research questions one would like to answer on the basis of it. Still, as we will see in the next section, there may be practical circumstances which force a researcher to just grab the data which happen to be available and sufficiently reliable. Such samples are generally called convenience samples. It may well be the case that many of the samples used so far in typological research are in fact of this type.

2. Types of bias in a language sample

Even if we have selected the right kind of sample for the type of research questions we want to answer, there are several ways in which our sample may be biased. Probably the most vicious cause of bias is what is commonly known as bibliographic bias. As has already been observed above, over two thirds of the known languages have not been described at any level of linguistic sophistication. This subset is the opposite of a random selection: it is heavily biased away from the underexplored areas and families. Many of these languages may in fact turn out to be (relative or absolute) isolates, or otherwise unique specimens. And even if there is some descriptive material available, this is often sketchy in comparison to the extensive and multifold grammars available for more widely spoken languages, and hard to come by. This state of affairs is very likely to be reflected by the library material available to the individual researcher.
 Another complication in this area typically arises in the case of grammars older than, say, 50 years, when descriptive practice was mainly geared towards phonology and morphology. Such grammars may simply be agnostic on a lot of topics which are of great interest to today's typologists, such as constituent order rules, and semantic and pragmatic conditions on their application; the distinction between syntactic and semantic roles; the different uses of pronouns; complex syntactic phenomena such as raising and control; and many more. Yet another complication is encountered when grammars have been written strictly from the perspective of some theory, most notably Tagmemics or one of the several instantiations of Generative Grammar. For most linguists working in the typological tradition, and even for many linguists working on more up to date versions of the theories mentioned, such material is close to inaccessible since the original raw language data are interpreted in terms theoretical notions such as transformations. So, even if descriptive material is present, it is definitely not always of much use for typological investigations. As a result, the corresponding languages will have to be absent from most samples.


A second cause of unbalanced samples is genetic bias. Mainly as a result of the bibliographic bias, and the availability of native speakers or other experts, many samples have an overrepresentation of languages from the better known language families, such as Indo-European and Bantu, and an underrepresentation of the languages from Australia, New Guinea and South America. The 30 language sample used by Greenberg for his seminal (1966) article contains 6 Indo-European languages, while Papua-New Guinea, Eskimo-Aleut and Caucasian are not represented at all.
 Genetic bias, though not uncommon in samples used in the literature, and almost inevitable for large samples, is fatal for probability samples but also a threat for variety samples since it has a negative influence on the potential variation.


Thirdly, a sample may suffer from areal bias. In that case it contains languages which are part of the same linguistic area, or Sprachbund, and which may have influenced each other through language contact. This phenomenon can be witnessed on all continents. Well-known examples of linguistic areas are the Balkan, South Asia and Central America. For instance, according to Campbell et al. (1986) a number features may be found among the languages which form part of the Central American Sprachbund, and which are not found in the surrounding areas, not even in genetically related languages. They mention (1986:545f) nominal possessive constructions, the occurrence of relational nouns, the use of a vigesimal numeral system, typical VSO basic constituent order, and the derivation of locatives from body parts which keep their nominal characteristics. Some areal features may be hidden in the sense that they do not stem directly from one of the languages involved but developed more or less autonomously as a result of intensive contact and bilingualism between a number of neighbouring languages. Obviously, areal phenomena contaminate probability samples since they are not independent. On the other hand, they provide some insight into the process of linguistic borrowing and may be a measure for the (in)stability of linguistic parameters.


A fourth kind of distortion of a sample is caused by typological bias. This occurs when a sample contains a disproportionate representation of languages of which the type has a direct or indirect bearing on the values of the research parameter. The clearest example are the pairs of types found in established implicational universals of the kind ‘If a language has X then it (almost) always has Y’.
 If this implication holds, and Y is a research parameter, a sample should be controlled for the right distribution of type X languages. More complex cases of relationships between linguistic variables are chains as in Hawkins’ (1983:75) Prepositional Noun Modifier Hierarchy in (1) below:

(1) PrNMH:

      Prep ( ((NDem OR NNum ( NA) AND (NA ( NG) AND (NG ( NRel))

Thus, if the order between noun and relative clause are under investigation, the sample should be controlled for adpositional type, and possibly also for the other order parameters found in (1). It goes without saying that such relationships are often not clear from the outset, which makes typological bias not very easy to control.


A last type to be discussed here is cultural bias. In the case of this bias, there is a skewing in a sample as far as the representation of the worlds cultures is concerned. Ignored mainly by theoretical approaches to grammar, the problem of linguistic relativity, i.e. to what extent differences between cultures are reflected in language, has been raised by both typologists and their precursors, the students of ‘exotic’ languages. In an early and rather extreme version of linguistic relativity (cf. Sapir 1964; Whorf 1956) it is assumed that a language is an integral part of a culture, and  that it affects the way speakers experience reality. In more recent work in linguistic anthropology this radical, almost axiomatic version is replaced by a more moderate hypothesis. In this view, language and thought are separated and seen as autonomous domains the relationships between which are open to empirical testing. However, research done in this area confirms that there may indeed be a relation between certain aspects of the grammar of a language on the one hand and  beliefs and practices of its speakers on the other hand.  Number appears to be such a culturally determined parameter. Lucy (1992) found that speakers of languages with a sharp distinction between count and mass nouns, and obligatory number marking on the former, react differently on non-linguistic tasks than speakers of languages with a numeral classifier system and with restricted number marking or none at all. This implies that while creating a language sample we should control for culture, although it is not very clear how to classify them. As we will see below, Perkins (1989) has made an attempt at this.

If we consider population size to be a cultural parameter of a speech community, then there is another interesting observation to be made here. It has been observed that small communities experience a higher amount of random genetic drift since there is a higher chance that ‘unlikely’ gene combinations are succesful

(cf. Kimura 1983). Although the mechanisms for linguistic innovation differ quite substantially from those of genetic innovation, it may well be the case that the same principle applies to random linguistic drift. As a result the chance that one might find relatively ‘exotic’ phenomena in languages with only hundreds or a few thousands of speakers is assumed to be greater than in those with tens or hundreds of thousands of speakers, especially when we look at the standard (written) dialect of the latter languages. An example given by Nettle (1999b:133f) is that of the very uncommon Object first basic orders (OSV and OVS) which are almost without exception attested in languages with under 3000 speakers. If this population size factor may indeed turn out to be a  fundamental one, then a sample, and especially a variety sample, should consistently contain a relative overrepresentation of the smallest languages.

We have seen above that language contact affects the amount of ‘purity’ of a language, and may be a threat for the reliability of probability samples. However, we have to accept that language contact is a very regular phenomenon, and that there may be very few ‘pure’ languages indeed. And of course, a language with many contact related phenomena is as natural a language as a language without those. Since certain aspects of languages may come about mainly or only through contact rather than develop ‘spontaneously’ this may be a reason to see to it that there is a fair amount of languages with an interesting contact history in our sample, especially when we are interested in variety.


A last brief point made here, not necessarily leading to a form of bias is the role of extinct languages in a sample. Although we actually possess more information about some of these languages than many extant languages – Latin is a clear case in point – an obvious but principled problem is that we could never elicit a native speaker’s opinion on any question. This is crucial in cases where we seek negative evidence. Only for those linguistic variables where we could more or less rely on grammatical descriptions rather than speakers’ intuitions it is safe, then, to mix extant and extinct languages in a sample.

Obviously, the types of biases discussed above are not independent of each other. Genetically related languages are often spoken in the same area. And there is a rather high chance that they will belong to the same linguistic type, especially when the parameter in question is relatively stable. Society form and population sizes are more or less related to areal factors, and so is the availabilty and accessibility of language data. The general solution to bias is to see to it that a sample is stratified according to the dimensions along which bias may be introduced. In the next section we will discuss some proposals from the typological literature which are designed precisely to cater for this problem.

3.  Sampling in the typological literature

The growing awareness of the importance of sampling in typological research is reflected by the increase in attention given to this topic in the respective introductions to typology. Comrie (1981:9-12), although mentioning the major problems and biases, devotes only a short paragraph to sampling. Croft (1990:18-26) provides a more in depth discussion of these issues, illustrating the usual points with several concrete examples. Whaley (1997:36-43) critically assesses several samples from the typological literature, running from the 30 language sample in Greenberg (1966) via Tomlin’s (1986) 402 sample to Dryer’s (1992) 625 sample, all mainly used for research on constituent order. Finally, Song (2001:17-38) gives an extensive and critical discussion of the problems with language sampling and the proposals which have been made to counter them, and pays separate attention to the issue of sample size. In the rest of this section, we will give a brief survey of the most important contributions to the discussion.


Pride of place should be given to Bell (1978), whose eponymous chapter in Greenberg et al. (eds) is possibly the first contribution dedicated solely to language sampling. Bell is the first to mention the three important sources of bias discussed above: genetic, areal and typological. His sampling method concentrates on avoiding genetic bias, for him the most obvious source of sample distortion. In order to counter it, Bell takes as a point of departure 478 genetic groups which have developed more or less independently over a time depth of several thousands of years. They are his measure of linguistic diversity within language families.
 In a sample, each family contributes a number of languages proportional to the number of the genetic groups it contains. E.g. Indo-European, with 12 groups, should contribute 12/478 of the languages in a sample, one from each genetic group. In a sample of size 250 this would be 6 languages. The method does not suggest an optimal sample size. If we would assume that, despite a time depth of several thousands of years genetic groups related to the same language family will still have more in common than any two groups related to different families, this method guarantees some degree of independence between the sampled languages. However, since there is no requirement that all families must be represented by at least one group, strict application of the criterion means that for small sample sizes certain families will no longer be represented. Furthermore, the method is unspecified for the selection of groups in the case of samples under size 478. On the other hand, areal and typological bias may be precisely kept under control when selecting actual groups and languages.


Perkins (1980) adds cultural independence to Bell’s genetic independence. Basing himself on the classification of the world’s languages in Voegelin & Voegelin (1966) and the classification of the cultures of the world established in Murdock (1967) he proposes a sample of 50 languages with optimal genetic and cultural distance. This may well be a good size for a probability sample.
 However, for a variety sample it seems to be short measure.


Tomlin (1986) also seeks to improve and further formalize Bell’s method. Parallel to a version of Bell’s genetic groupings, he establishes 26 linguistic areas. On the basis of these two classifications he statistically determines an optimal sample of 402 languages with maximum areal and genetic distance. Tomlin’s method will provide a high degree of variety among the languages. However, an inherently fixed number of languages is not a very desirable feature of a sampling method. It is almost certainly too large to guarantee a reasonable level of independence, and to serve as a probability sample. Also for many other designs a sample of around 400 languages may be unrealistically high. Finally, it is not very likely that Tomlin’s many linguistic areas have a high degree of independence.

A further improvement on Bell’s proposal comes from Dryer (1989). Analogous to Bell he establishes a number of language groups, 322 in his case. Each of these genera stands for the common ancestor of the modern languages that form part of them. They have a time depth of around 3500-4000 year. Variable values are not measured for individual languages, but established per genus. This is done under the assumption that values are typically the same for most languages in a genus for many linguistic variables. In the case of Dryer’s research they mainly stem from the domain of constituent order. This generalization obviously reduces the amount of double measuring. Furthermore, Dryer puts his genetic groups on an areal grid, more or less like Tomlin does. However, in the case of Dryer the (5) macro-areas that he employs are really independent beyond much doubt: Africa, Eurasia, Australia-New Guinea, North America and South America.
 A phenomenon counts as a universal preference only if in all areas the majority of the genera have it. E.g. basic constituent order SOV is preferred to SVO according to Dryer because of the distributions in Table 2 hold (Dryer 1989:270).

	
	Africa
	Eurasia
	Aus-NG
	N.America
	S.America

	SOV
	22
	26
	29
	26
	18

	SVO
	21
	19
	6
	6
	5


Table 2. Numbers of genera with basic constituent order per macro-area

Thus, SOV is universally preferred to SVO since in all areas it is the basic order of the majority of the genera.


Dryer’s seems to be a good method for the application it has been designed for, i.e. testing universal preferences for variables which are relatively stable within and across genera over the time depth taken into consideration. In general, selection on the basis of genetic groups of some time depth seems to be a good way of controlling for genetic bias. However, it is not completely clear how the method could provide us with an all-purpose sample, where languages are the unit of observation rather than genera. Furthermore, since the method focusses on a fixed time depth for all sampling units, it works well only for those linguistic variables which are relatively stable over a long period. For variables which are prone to change, be it for language internal or external reasons, the method seems to break down. 

In a recent paper, Bickel (forthc) criticizes precisely this aspect of Dryers method, and provides a refinement. Bickel abandons the pre-established genera. Instead, he sketches an algorithm which, in a top down fashion determines the nodes in a hierarchical genetic classification for which the variance of values for the linguistic variable under study is below a certain statistically acceptable maximum. As long as a node has too much variance, the search is continued recursively for its daughter nodes, until a ‘stable’ node is found, i.e. one with little or no variance. From this node one language may be selected for the sample as being representative for the languages under that node. When the variance on a node cannot be explained on the basis of lower genetic splits and is perpetuated among the daughter nodes, all languages belonging to that node will be taken into consideration for the sample. Obviously, in order for this method to work, variable values for a large number of languages should be available beforehand.


The methods discussed so far are mainly concerned with the ‘purity’ of the sample in terms of genetic and areal independence. Interestingly, only few authors have discussed language sampling from the perspective of the statistical techniques which have been developed for sampling in general. This is not surprising against a backdrop of incomplete synchronic and diachronic data, uncertain genetic, areal and typological classifications and a host of other factors, such as language contact the workings of which are not yet well understood. In that sense the application of finely tuned quantitative methods, including checks on reliability and representativeness seems to be premature at best. Preferably, one concentrates on controlling for the major sources of bias. This makes many researchers prefer a genetically and/or areally controlled convenience sample. However, Perkins (1989) is an exception. He restricts his domain to the set of 1063 languages in Tomlin’s (1986) database. Now having reliable (constituent order) data for all languages in the population he is in the position to measure the association between these dependent variables and some independent variables such as genetic and areal affiliation. As a result, he may determine the maximum size of a sample for which the cases are more or less guaranteed to be independent. For constituent order variables that would be between 50 and 100 languages (Perkins 1989:301f). Although this is an interesting exercise, the problem is that the population from which Perkins selects his languages is itself a sample, with arguably quite reliable values for the relevant variables and accurate classifications. But it is necessarily biased at least in the bibliographic sense. And we typically do not have reliable values for the relevant variables if we include all extant languages in our population. Furthermore, in that case, the genetic and typological classifications will be uncertain for many languages.

As pointed out in Janssen et al. (forthc), samples like the one proposed by Dryer have an inherent statistical problem. Since they attempt to provide a complete representation of the population from the outset, in Dryer’s case by including all genera, standard tests and analyses, such as Anova, do not apply. One could of course refrain from testing, and assume that the observations made on the basis of the sample have a built in reliability because of the presence of a language from all genera. However, as we have seen above, this shifts the problem to the selection of the individual languages, which may or may not be representative for the genus in question. In order to test the significance of observed distribution of values over areal or genetic groupings for such samples, and indeed for any type of sample, Janssen et al. suggest to apply randomization. This is done by calculating a large number, say 10,000 of randomly determined distributions of the same variable values as in the original distribution, while keeping the marginal totals of the observed distribution constant. On this basis it may be calculated how far the observed distribution of the values differs from one purely determined by chance, and therefore whether there is any areal or genetic effect in the data. The authors show that their approach may be implemented for different types of linguistic variables.


To round this section off, let us look at the samples that have been used for three authorative, relatively recent typological studies.

Nichols (1992), in her groundbraking study of head versus dependent marking in the languages of the world explicitly aims at finding areal patterns in marking systems. Her sampling strategy is much like Dryer’s approach. Like him, she distinguishes a number of genetic groups but since she goes a bit further back in time, the number of groups is smaller. Also, she maximizes the contribution per family at six languages.
 This genetically balanced sample is stratified for area, of which Nichols distinguishes ten. In contrast to Dryer, Nichols uses this grid to select actual languages. In choosing a language for some group, Nichols typically selected the one for which the best description was available. Also, she avoided languages judged by specialists to be atypical of the family (1992:37). This lead to a sample of 174 languages. It does not contain a language from the Eskimo-Aleut family. Furthermore, Amerindian might be overrepresented with 66 languages (38% of the overall sample), while Sino-Tibetan (2 languages) seems to be slightly underrepresented in relation to the total number of languages and the genetic complexity of this family. Nichols’ sample may be characterized as a probability sample stratified for genetic and areal affiliation, with aspects of a convenience sample.

Bybee et al. (1994), in their study of Tense-Aspect-Mood systems in the languages of the world initially envisaged a sample of 94 languages, being an extended version of the original sample of Perkins (1980) discussed above. In order to increase diversity in their sample, the authors stratified it genetically according to the classification of Voegelin & Voegelin (1977), which contains 80 families. These were divided into two groups: 56 minimal ones (including unclassified languages and isolates; each less than 7 languages) and 24 large ones (over 20 languages). From the first group only 2 languages were chosen. From the larger groups a number of languages were chosen roughly proportional to their total number of languages, under the assumption that diversity in a family is proportional to its size (1994:29). At a later stage, 18 of these languages were rejected since the documentation turned out to be unsufficient, leaving a sample of 76 languages. As a result, some isolates are absent as well as the (small) families Chukchee-Kamchatkan, Yukaghir and several genetic groupings from the Americas. Bybee et al. (1994:27) characterize their sample as a (stratified) probability sample. Its relative small size seems to suggest this. However, the emphasis given to maximum genetic distance between the sample languages makes it rather a variety sample, be it a small one. This throws some doubt upon the amount of variety detected for such a complex morphosyntactic domain. However, bibliographic complications obviously got in the way. It might have been recommendable, then, to have extended the sample for those families which showed a more than average variety of TAM phenomena combined with better descriptions.

The last sample we will consider is the one used by Stassen in his study on intransitive predication (Stassen 1997). This rather large sample of 410 languages (8% of  the languages in Ruhlen’s 1991 classification) is explicitly meant to be representative for the diversity of the phenomenon. All major families are present. However, there is a clear overrepresentation of especially Uralic (no less than 54% of the languages of this family are in the sample) and Caucasian (34%) while Indo-Pacific (3%) is underrepresented. The sample contains a basic genetically stratified subsample of around 300 languages which are distributed more or less proportionally to the total number of languages in the respective families. The extension of this basic sample is clearly in the direction of the families which display most variety. It may therefore be characterized as a variety sample with a bias towards the phenomenon under study.

4.  The Diversity Value technique

In this section we will discuss a language sampling technique called Diversity Value (DV), introduced by Rijkhoff et al. (1993) and extended and refined by Rijkhoff & Bakker (1998). It gets separate treatment here because it appears to be the only fully formalized general sampling technique proposed in the typological literature to date. It comes with a computer program which generates samples of any predetermined size. The DV method was developed mainly to create variety samples. The starting point for a DV sample is a language classification to be selected by the user. Typically, this is a genetic classification, such as the Ethnologue (Gordon 2005), Ruhlen (1991) or Voegelin & Voegelin (1977). But it may in fact be applied to any classification, e.g. areal or typological, provided that it has the traditional shape of a tree, with maximum groupings for the top nodes and languages for its terminal nodes. Figure 1 is an example of (part of) a genetic tree. Group names start with a capital letter, language names are in lower case. Note that empty mother nodes have been inserted (x) to balance the trees and provide equal time depth for all languages within a family.


           Eskimo-Aleut                            …                          Chukchi-Kamchatkan

Aleut               Eskimo                                                  Northern              Southern


  x          Inuit              Yupik                                 Chukchi     Koryak             x


  x             x        Alaskan       Siberian

  x             x             x             x         Chaplino


aleut      a.inuit     alutiiq     sirenik    chaplino      chukchi       kerek        kamchadal

              c.inuit     c.yupik                  naukan                            koryak

              greenl                                                                           alyutor

Figure 1. Partial genetic tree (based on Ruhlen 1991)

The central assumption for the DV method is that trees as in Figure 1 compiled on the basis of expert knowledge of the genetic groupings or areas, and that languages are assigned to the respective families or genera according to the relative amount of features they have in common. By lack of extensive grammatical information on most of the world’s languages, a state of the art classification might well be the best key to the variation among them. Therefore, the smallest variety sample is one which contains precisely one language from each of the major groups. In the case of Figure 1, this will be one language from Eskimo-Aleut, one from Chukchi-Kamchatkan, etcetera. Depending on the genetic classification chosen, this will lead to minimum samples of size 27 (Ruhlen), 50 (Voegelin & Voegelin), and 120 (Ethnologue). By definition, isolates like Basque and Ket form part of any sample. For each of the larger groupings, a language must be chosen by the linguist on the basis of availability of material, or some stratifying parameter (see below). This being the basic sample, it may be extended by any number of languages. This is done by applying a recursive weighing procedure which assigns a diversity value (DV) to all nodes in the tree down to the preterminal nodes right above the actual languages.  This DV value expresses the complexity of the tree under a node in terms of the amount of daughter nodes under it and the way they are embedded. Under the assumption that higher splits in a tree represent older stages of diversification, they will contribute more to the weight of the mother node than younger splits, thus determining to total number of languages to be selected per family in the case of sample sizes larger than the minimum. The formula under (2) calculates the contribution Ck of level k under a node to the DV value of that node.

(2)
Ck = Ck-1  + ( Nk -  Nk-1 ) * ( MAX – (k-1) ) / MAX )

In (2), Ck-1 is the contribution of one level upwards. Nk and Nk-1 are the number of nodes at levels k and k-1 respectively, including the empty ones (x). Finally, MAX is the maximum depth anywhere in the overall tree. The contribution of the family level, c0, and the number of nodes of this level are established at 0. Per lower level, the number of extra nodes (Nk -  Nk-1) is added to the value of the previous level. This number is multiplied by a factor (MAX – (k-1) ) / MAX) which decreases going down the tree. So, the contribution of the lower levels is less than that of the higher ones. This is meant to express the assumption that the difference between, say, Sirenik (Siberian) and Alutiiq (Alaskan) is less than between Sirenik (Eskimo) and Aleut (Aleut). The DV value for any node in the tree is the mean of the contributions of all levels under it. Thus assigned to each node in the tree, the DV value gives the proportion of languages to be drawn from under that node in relation to its sister nodes given a certain sample size. The first step in the sampling process is to calculate the proportion of languages to be selected for each of the major nodes (families), given the DV values of the top nodes. Since there is no a priori reason why one family would be more interesting than an other, the minimum is one language per family, including all isolates. For the Ruhlen classification, and a sample size of 250, we would get the following.

	Family
	Total languages
	DV value
	Languages in sample size 250

	Amerind
	583 (11.1%)
	178.4
	51 (20.4%)

	Niger-Kordofanian
	1064 (20.2%)
	90.4
	26 (10.4%)

	Indo-European
	144 (2.7%)
	39.7
	11 (4.4%)

	Caucasian
	38 (0.7%)
	8.5
	3 (1.2%)

	Basque
	1 (0.02%)
	1.0
	1 (0.4%)

	…
	…
	…
	…

	T O T A L
	5273
	853.2
	250 (4.7%)


Table 2. Partial distribution in a 250 language sample based on Ruhlen (1991)

From Table 2 it is clear that the number of languages to be selected per family only very indirectly reflects its total number of languages. Amerind, with about half the number of languages of Niger-Kordofanian, is assigned double as many languages in the sample, thanks to its much more complex internal structure, resulting in a relatively high DV value. 

This initial number of languages having been calculated, the assignment process continues recursively on the basis of the DV values of the lower nodes. In the case of Amerind, with 51 languages to be selected, the values for the first branch are as follows in Ruhlen (1991). 

	Amerind branch
	Total languages
	DV value
	Number of languages in sample of  size 250

	Central
	60
	19.1
	6

	Ge-Pano Carib
	193
	29.3
	9

	Northern
	232
	45.5
	14

	Equatorial-Tucanoan
	268
	45.0
	14

	Chibchan-Paezan
	71
	16.9
	5

	Andean
	30
	9.9
	3

	T O T A L
	854
	165.2
	51


Table 3. Dividing languages at the lower levels of Amerind

Per node, this process goes on until a level is reached where the number of languages to be distributed is lower than the number of daughter nodes. This is the case for Andean in Table 3, which has six daughter nodes, but only 3 languages to distribute over them. Thus, apart from cases where there is only one language under a selected node, as for isolates, the method selects genetic groups not individual languages. Then the linguist has to take over and select the best grammars, preferably for languages from different subgroups, to the extent that these are available.
 


As suggested above, the method may not only be applied to genetic classifications, but also to areal or typological ones, provided that they are shaped in the form of a tree. This could be done for areal classifications as in Figure 2.


                  Eurasia                                       Africa                    Aus-NewG             …


   Balkan        Baltic         …

   greek          finnish

   albanian     latvian

   bulgarian    polish

   …               …

Figure 2. Partial areal tree

Also, typological trees may be constructed by subjecting a maximum collection of languages to a statistical cluster analysis on the basis of a set of variables which are assumed to be typologically central. The results of the cluster analysis, which may be run by any standard statistical package such as SPSS (SPSS 1988 and later versions) may be expressed in the form of a dendrogram. This tree-shaped constellation can then be used as the basis for a DV sample designed to explore other linguistic variables. The DV method as implemented in the computer program also allows for stratification. For examnple, a genetically based primary sample may be stratified for areal or for typological distribution provided of course that the corresponding information is available for all (relevant) languages in the classification used.

The standard assumption is that all branches in (genetic) trees are equivalent in that they represent the same time depth. The DV method allows for adding weights to the branches, assigning more or less depth to each of them, thus increasing or diminishing the DV values of their mother nodes.


The DV method has some clear restrictions. It provides variety samples rather than probability samples. It relies heavily on the quality and internal consistency of the classification used. And it only takes classifications in the shape of a tree. On the other hand, it is fully explicit, formalized and completely independent of the domain under investigation. This makes samples produced by it for different research projects reproducible and comparable. The stratification option may help to minimize the amount of bias on the other dimensions.

5. Conclusion; the future of linguistic sampling

In general terms, samples are made for two reasons. Either it is impossible to study the whole population under investigation because it is too large or partially inaccessible. Or it is not necessary to do so because a representative sample will give reliable results at much lower cost. In both cases we would take a random sample which is large enough in relation to the complexity of the phenomena under investigation and which is stratified for the parameters of which we know that they may affect the results. Unfortunately, the population of the known languages does not allow us to take such an approach. It is very large indeed, at least from the perspective of a typical linguistic project, in which only one or a few people are involved, and for a restricted amount of time. However, the problem is that there is a large knowledge gap both in terms of the individual languages and about what would be the most crucial parameters for which to stratify the sample in different cases, apart from genetic and areal factors. Until these gaps are sufficiently filled, the first one by a massive effort in the description of mainly the endangered languages, the latter by on-going typological research, typologists will most probably continue using somewhat opportunistic strategies when compiling language samples, mainly by gearing them towards the domain of interest, while avoiding the well-known types of bias within the limits of the bibliographical search space. However, some points should be taken into consideration.


The method followed should be explicit and formalized, and preferably implemented in a computer program. Only then can it be assessed and repeated by others, and may results of different research projects be compared. Also, samples may then be optimized using statistical techniques in search of the most representative, least biased selection of languages according to the criteria thought to be relevant.


Second, the nature of a sample produced by some method should be clear, and fit to answer the original research question. More concretely, one should select a probability sample for questions involving independent cases and relatively well-known parameters, and construct a variety sample for more explorative questions concerning lesser known linguistic domains. 


Rather than an unstructured list of languages, a sampling method will often employ some type of classification. The method should, however, not be based on a specific one. The researcher should be free to select her preferred classification, be it genetic, areal, typological or otherwise. Neither should the method be geared towards specific linguistic domains or variables. Following the example of phylogenetic trees in biology, linguistic classifications typically take the shape of a tree with one root (‘human language’) with all the major language families directly under it. However, languages have only a restricted similarity to species in biology. And only in a restricted number of cases do two (let alone more than two) languages result from a clearcut geographical split in one monolithic speech community. Increasingly over the millennia, new languages are the result of complex interactions within and between existing linguistic groups, with all kinds of substratum and superstratum effects, creoles and other mixed and contact languages being extreme cases. It is important, therefore, that sampling methods will be developed based on other kinds of representations of genetic and areal relationships between languages and within language groups. This may be unrooted trees as used in research in lexicostatistics (Lohr 2000:215f) or so-called neighbour networks as proposed in Huson & Bryant (2006). Also a mixed representation of trees and networks may be considered which implements a punctuated equilibrium model as discussed by Gould & Eldredge (1993) for biological evolution and by Dixon (1997) for the history and development of languages. 

By lack of such more comprehensive models of language classification, special attention should be given to the representation of extreme cases. For instance, creole languages are often grouped under one heading, as if they were a language family, with the lexifier languages as a second level division, and no indication whatsoever for the substrate languages. The same treatment is often given to other mixed languages such as Media Lengua (Muysken 1994). Studies in language contact, notably Thomason (2001) have shown that languages which originate from intensive contact between two or more other languages may exhibit phenomena, such as combinations of features which are uncommon in languages which do not have a strong multilingual basis. Therefore a representative number of them should find their way into any sample which seeks to explore the notion of ‘possible human language’ in a more or less direct sense. The same argument holds for language isolates, especially the absolute ones, like Basque and Burushaski, which are relatively well-studied and have sofar resisted allocation to any of the known genetic groupings. Furthermore, if the observation made above that small communities are relatively rich in ‘marked’ behavioural patterns extends to language, then also these should get extra weight with respect to their representation in samples.


As a final requirement mentioned here, sampling methods should not have built in constraints on sample sizes. Either the choice of size is left to the individual researcher, in the face of the amount of variety that she expects. Or the method provides an algorithm for determining the optimal sample size when the variety that may be expected for the research variables and their distributions can be reliably predicted. 


Arguably, with most of these requirements unfulfilled, and a considerable gap in the linguistic database, the best sampling strategy for explorative typological research may be the following. First estimate, on the basis of the availability of descriptions of the phenomenon under investigation how large a variety sample may be which is genetically and/or areally representative in terms of the most up to date classifications available. For this the DV method may be used, with a genetic classification for its basis and an areal classification as a stratifying dimension. To the extent that there is a choice between languages check the sample for typological bias on the basis of known relationships between linguistic variables. This constitutes the basic sample, probably anywhere between 100 and 200 languages. It may be used for answering questions which require a relatively high degree of independency of the languages in the sample, and could be seen as a pseudo-probability sample. After a first inventory of the data, extend the sample for those areas or genetic groupings where most variety was found. This extended sample, with a size upwards from 250 languages, may be used to answer questions related to the variation among the research parameters. These sizes are mere approximations and of a general nature. For some simpler variables the sample sizes may in fact be much lower. Also, time or means may be too short to collect the ideal amount of data. Or one hits the bibliographic ceiling at a much earlier stage.

Appendix: a short note on data  colletion and  representation in linguistic typology

The real information about languages is found in utterances of speakers as part of a complete stretch of discourse. They are the primary data of any linguistic enterprise. However,  language typology abstracts from this information to analytical data, i.e. values assigned to a set of linguistic variables. One could argue that it is the shere nature of linguistic typology – and theoretical linguistics in general - to abstract away from primary data, and discuss language phenomena in terms of variables and their values. These variables are typically determined on the basis of the research questions pertaining to some typological project, or they may be generally accepted ones, such as Basic Constituent Order, or Morphological or Adpositional type. Together these variables code the usually very restricted domain in which the answers to the research questions will be sought. For each language in a sample a value will be established for each variable, provided that it is relevant for the language in question. Since typological studies usually cover several hundreds of languages from all over the world, having native speakers and real primary data available on all relevant languages is illusory. The typical sources are of a secondary nature, i.e. reference grammars and grammatical sketches. As discussed above, to date these are only available for between 10% and 20% of the world’s languages. Apart from that, tertiary sources may be consulted, such as journal articles and monographs, including typological studies on related research areas. Another instrument which is frequently employed are questionnaires. These contain questions and example sentences, usually in English, which have to be translated into one of the sample languages. Questionnaires are sent out to specialists on the respective languages, possibly but not necessarily native speakers themselves, and preferably to more than one specialist per language for the sake of cross-informant reliability. The issues addressed in typological questionnaires are typically interpretable for linguists only. Finally, the internet, and the respective lists which are functioning on it, are of great help for typologists, since they bring the whole typological community to the individual researcher’s desktop.
 However, all this implies that only infrequently native speakers will be directly involved in typological data collecting, and mainly for those languages for which grammars are available anyway. As a result, one does not always get the full range of possibilities and more subtle distinctions for part of the sample languages. Or only part of one’s questions may be answered, which leads to missing observations, and an unbalanced data collection. 

Apart from the reliability of the data sources one has available, there is the problem of the interpretation of the information. Generally speaking, grammars are written in order to document a language, and not in the first place with their future typological use in mind.
 Often, descriptive categories such as Subject, Pronoun and Topic, and notions such as ‘unmarked’ are drawn from the generally available linguistic jargon. In other words, they are not very clearly defined or derived from a well-established theoretical framework. The same can be said of the glossing apparatus, if available at all. This means that the typologist often has to reformulate the grammatical statements and the examples given into her own terminology. It is therefore advisable to employ as many sources as possible on a language, to the extent that there is more than one source available in the first place. Another strategy, succesfully applied in Bybee et al (1994:32f) is to seek cooperation, and let two or more typologists collect and interpret the same data according to a shared set of definitions. 


Once the data are collected and interpreted one proceeds to the next step, the actual coding of the data for linguistic analysis. This is done on the basis of a code book, which is usually compiled before the actual data collecting starts. The code book is in fact a list of all variables, their definitions and the values one expects to observe. It will direct data collecting and is especially important when more than one researcher is involved in the process. Obviously, it is a dynamic instrument in the sense that values, and even variables may be added and changed in the course of the process.


Coding means a considerable reduction of the linguistic facts. It is important, therefore, to start out with a relatively rich set of values per variable, even if it is not clear from the outset whether one needs all that information. It is very easy to reduce values to a smaller, more coarse-grained set. It is much harder to diversify at a later stage, since one has to go back to the original data sources for that. 

Technically speaking, variables fall in three categories according to the type of value one may assign to them. The type of variable most frequently occurring in typological studies is nominal. For the values of this type of variable, the only thing that can be said is that they are different. The vast majority of the 142 variables found in the WALS atlas are of this (lowest) category. An example is Basic Constituent Order, found in the left-hand column of Table 4 below (from Dryer 2005). Less common are variables of the ordinal type, of which the values may be ordered on a scale, say from few to many, or small to big. An example is Tone System as defined by Maddieson (2005). In this case, one can say that a ‘simple system’ is more complex than ‘no tones’, and that a ‘complex system’ is more complex than a simple system. How much more complex is, however unclear. Finally, interval variables do not only have ordered values but the distance between the values is equal. This is the case for Number of Basic Colours, as defined by Kay & Maffi (2005). Thus, a language which has 6 basic colours has twice as many of these than a language with three basic colours.

	VARIABLE
	Basic Constituent Order
	Tone System
	Number of Basic Colours

	TYPE
	Nominal
	Ordinal
	Interval

	VALUES
	SOV

SVO

VSO

VOS

OVS

OSV

None
	No tones

Simple system

Complex system
	3

4

5

6

7

…

11


Table 4. Types of linguistic variables

It is important that one is aware of the types of one’s variables at the data collecting and coding stage, since this has important methodological implications. In very general terms, the lower the type of a variable on the Nominal to Interval scale, the more restricted are the methods of (statistical) analysis one may apply to it.
 


The complete set of variable values for all languages in the sample is often presented as a data matrix, with the languages (‘cases’) on the rows and the variables on the columns. This is depicted in figure 3, taken from the agreement database discussed in Siewierska & Bakker (1996).
 The columns contain the variables which code the way the subject is marked on the verb. Note that more or less mnemonic names have been chosen, rather than abbreviations like VAR1, VAR2, etcetera. Subject agreement is represented in terms of person, number, gender and in/exclusivity, respectively. The code book will contain full definitions for them. Using meaningful lables does not only make data and the analyses based on them better readible, it also helps prevent mistakes. The same goes for the values. Thus, Abkhaz has subject agreement for all three persons, in the singular and the plural, has gender agreement for second and thirds person singular and has no inclusive or exclusive distinction in the first person plural. For Abun and Adzera the values are IRR(elevant), since these languages do not mark their subjects on the verb at all. Note that a distinction is made between this value and the value NO which codes absence of a marking which could potentially be there, as for gender agreement in Abipon. Yet another lable is used to code the absence of a value since it is unknown (UNK).

	LG_NAME
	S_AGR_PRS
	S_AGR_NUM
	S_AGR_GND
	S_AGR_INEX

	Abipon
	123
	sgpl
	NO
	UnifiedWe

	Abkhaz
	123
	sgpl
	23sg
	UnifiedWe

	Abun
	IRR
	IRR
	IRR
	IRR

	Acehnese
	123
	nonum
	NO
	InEx

	Achumawi
	123
	sgdupl
	NO
	InExDP

	Acoma
	123
	nonum
	NO
	IRR

	Adzera
	IRR
	IRR
	IRR
	IRR

	Aghem
	3
	sgpl
	3sg3pl
	InExP

	Ainu
	123
	sgpl
	NO
	InExP

	Akkadian
	123
	sgpl
	23sg23pl
	UnifiedWe

	…
	
	
	
	


Figure 3. Data matrix

The data matrix is precisely the format used by computer programs for data management, such as Excell and Access, and analysis programs such as SPSS and SAS. It is therefore easy to digitalize and process.


This one-value-per-variable representation is found in most linguistic databases that have been discussed in the typological literature (see for examples the studies discussed in section 3). However, this may be too much of a simplification of the actual linguistic situation. Thus, most languages have more than one order for the Subject, Object and Verb in the main clause. In fact, all six logical combinations may occur (cf. Siewierska 1998). For Polish, this would lead to a representation such as the one in (3).

(3)
SOV/SVO/VSO/VOS/OVS/OSV

Of course, these values are not equivalent in the sense that some are more often used by speakers than others. This may be coded by adding a value on a markedness scale to each of the values, indicating B(asic) or M(arked), as in (4).

(4)
SOV(M=M)/SVO(M=B)/VSO(MS=M)/VOS(M=M)/OVS(M=M)/OSV(M=M)

But even such scales are simplifications. In fact, real variation is rare in languages in the sense that, more often than not variation is subject to syntagmatic conditions. This is the case for the choice between alignment types accusative and tripartite in the Bolivian language Chacobo. The former alignment type appears when the subject is 2nd or 3rd person plural, the latter in the other cases (Prost 1967). This could be represented as in (5).

(5)
ACC(SUBJ=23PL)/TRI(SUBJ=123SG1PL)

Unfortunately, none of the generally available software for data analysis supports such complex values in the sense that it ‘looks in to them’. A way out of this is to distribute the information over several single value variables, which are linked via meaningful lables. This is shown in figure 4 for the data in (5).

	LG_NAME
	ALIGN_1
	ALIGN_1_COND
	ALIGN_2
	ALIGN_2_COND

	Chacobo
	ACC
	23PL
	TRI
	123SG1PL

	…
	
	
	
	


Figure 4. Distributing complex values

In the course of the data analysis process, in which usually computational tools will be involved, all kinds of recodings of variable values may take place. These are typically generalizations to ‘broader’ values, which will reduce the number of distinctions made. E.g. the six main clause orders of (3) may be generalized to the two values ‘OV’ and ‘VO’. Also, new variables may be derived from old ones. These are often of a higher type than the original variables. A clear example is Nichols’ Head-Dependent Marking parameter, which is a summation of the individual head and dependent marking constructions a language has and which are coded by a number of yes/no variables. The H/D variable takes values between –8 (maximum head marking) and +9 (maximum dependent marking) (Nichols 1992:292f).


Traditionally, linguistic databases are built up and maintained by individual researchers. Sometimes, parts of them make it to the appendix of book publications, as in the case of Nichols (1992), or to a CDrom, as in the case of the WALS atlas. This means that well-defined analytical data becomes available for extension and further research, even if the original author is no longer working on it. Moreover, information from different projects may be combined, which may lead to further insight into the interaction between linguistic parameters from different linguistic domains. This philosophy of the recycling, extension and combination of typological data has lead to the Language Typology Resource Center project. It maintains a website which provides online access to over 10 major typological databases, all fully documented in terms of variables and their values.
 In this way, typological data is available in a quality and at a scale at which no individual typologist or local group has ever disposed of. 
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� The 15th edition of  the Ethnologue (Gordon 2005) documents 6912 languages.


� This figure is based on table 5.1 in Nettle (1999a:114) under the (realistic?) assumption that only languages which currently have at least 100,000 speakers will survive for more than a couple of generations to come. Interestingly, the same author has raised this figure to 90% on the dust jacket of Nettle & Romaine (2000). Obviously, knowledge about the endangered languages might be collected in a massive project undertaking the description of several thousands of them within a period of only a few decades and in a prioritized fashion. Indeed, several initiatives have been taken in this direction over the last years, notably the Hans Rausing Endangered Languages Project (� HYPERLINK "http://www.hrelp.org/" ��http://www.hrelp.org/�) and the DOBES project (� HYPERLINK "http://www.mpi.nl/DOBES/" ��http://www.mpi.nl/DOBES/�). Given the numbers of endangered languages and the rate of extinction, however, many will disappear before a proper description will have been made.


� The notion Great Leap Forward stems from Dawkins (2004:36). Estimates of the world's population lie around 6 million up till 10,000 BP (cf. Haub 1995). During this early period linguistic communities, mainly hunter-gatherers, will hardly have been larger than around 1000 speakers. After the so-called Neolithic Punctuation, with the introduction of large scale agriculture, the language communities became much larger but so did population growth. The figure of 1000 years for a language to become another one should be seen as an average. Below we will see that languages possibly change faster to the extent that they have lower numbers of speakers, or due to language contact.


� The fact that these languages are prepositional without exception makes it rather likely that their substrata were also prepositional since adposition type is rather resistant to contact induced change (cf. Bakker et al. forthc).


� For extremely stable parameters we would end up with the original mother languages spoken 40,000 years ago. However, in practice we will not be able to look anywhere beyond a 5000 year horizon. This seems to be enough time for most linguistic variables to change anyway.


� The availability problem will be solved to a large extent once all existing language documentation will be accessible to the linguistic community in an online fashion, a none too unrealistic dream.





� It is intrigueing to see that quite a few of the universals and  tendencies observed in that article still hold.


� The universals archive (� HYPERLINK "http://ling.uni-konstanz.de/pages/proj/sprachbau" ��http://ling.uni-konstanz.de/pages/proj/sprachbau�) currently documents over 2000 of these. 


� I will follow general practice and use the word ‘family’ for what is supposed to be the highest type of node in language classifications. In biological classifications families are somewhere in the middle, with genera and species under and classes and phyla above them (cf. Dawkins 2004:24). Since, as we have seen, language classification are utterly incomplete in the deep historical sense this seems to be the right position. Nichols (1992) coined the notion ‘stock’ for the highest groupings.


� Dryer (1989:263) suggests that 10 might be the maximum number of fully independent cases, and that any sample larger than that number would have some amount of double counting. This seems to be on the low side, especially for the less stable parameters.


� In later work Dryer splits off South-east Asia & Oceania from Eurasia.


� See the appendix for more on data types in linguistics. These so-called Monte Carlo techniques are popular also in other areas of research where non-parametric, i.e. sample independent tests are called for. Special fast algorithms are developed that take care of the enormous amount of computation that is necessary for their execution.


� Nichols (1992:24) classifies languages genetically in terms of families and stocks. Families have a time depth of 2500-4000 years, not unlike Dryer’s genera. Stocks are older, typically between 6000-8000 years. They are considered to be the highest level we can reconstruct using the usual comparative methodology. 


� On request, the program may suggests choices applying a weighted random selection, or following a stratification scheme.


� In their assessment of 10 samples and sampling strategies, Widmann & Bakker (2006) observe that the DV method fares among the best in capturing the variety on the parameter used for their test.


� The most important one is the linguist list (http://� HYPERLINK "http://www.linguistlist.org" ��www.linguistlist.org�/). The Association for Linguistic Typology’s website (� HYPERLINK "http://www.lancs.ac.uk/fss/organisations/alt/" ��http://www.lancs.ac.uk/fss/organisations/alt/�) lists several hundreds of experts of individual languages.


� A favourable exception are the grammars in the Descriptive Grammar Series, which are based upon an organizational structure proposed in the early 1970’s by Bernhard Comrie and Norval Smith.


� Sometimes a fourth type is added, i.e. ratio variables. These are interval variables with a natural zero point. An example would be a variable which contains the number of times a certain word or linguistic phenomenon has been attested in a corpus.


� I will not discuss statistics for linguistics here at all. A classical, basic introduction is Butler (1985), now out of print but available on the internet (� HYPERLINK "http://www.uwe.ac.uk/hlss/llas/ces/iclru/pgstudent.shtml/" ��http://www.uwe.ac.uk/hlss/llas/ces/iclru/pgstudent.shtml/�). More advanced techniques are discussed in Rietveld & van Hout (1993).


� Many databases described in the typological literature are probably not databases in the technical sense, i.e. consisting of a number of matrices as the one in figure 3 which are linked via key variables, but single ones, constructed via a spreadsheet program. I will follow the custom here and use the term ‘linguistic database’ throughout.


� The LTRC is a combined initiative of a number of typological research centers in Europe. The databases are available via an interface on � HYPERLINK "http://www.lotschool.nl/Research/ltrc/" ��http://www.lotschool.nl/Research/ltrc/�
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